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This paper is part of our tech reports series. For more papers in the series see causalens.com/research.
In our tech reports we share some of the most significant concepts in the causality literature and we
point our readers to the most important publicly accessible academic references. The topics are chosen
based on our frequent discussions with data science practitioners, and the reports are written primarily
for a technical audience. While much of our original research forms part of our proprietary technology
which we do not publicly disclose, these reports are part of our commitment to contribute to the wider
research community and share the benefits of Causal AI.

Introduction
AI systems are increasingly being deployed in order to automate business, governmen-
tal, and institutional decision-making with significant social consequences that remain
difficult to predict. Much research on the implications of AI deployment focuses on
quantifying the costs and benefits at the population scale. For example, the detrimental
impact of automated recommendation engines in social media on democratic processes
has drawn much attention. At a smaller scale, the possibility of long-term, deleterious
effects on individuals due to their exposure to the decisions of AI systems at critical junc-
tures in their lives has also been discussed. Consider the scenario in which an individual
has had a loan application rejected by an automated AI system. It is essential that this
individual not only understands how the AI came to this decision but also has the op-
portunity to make relevant changes to their application in order to improve their odds of
success. Indeed the right to an explanation has been enshrined in the General Data Pro-
tection Regulation (GDPR) legislation [GDPR2016]. The technical frameworks which
address this concern are counterfactual explanations and algorithmic recourse [KSV21;
Kar+20]. In this report, we first define counterfactual explanations and extend this con-
cept to the case of uncertain model outcomes. Following this, we discuss algorithmic
recourse and develop a more general framework, which we refer to as control-theoretic
algorithmic recourse, that models more complex action-based interventional capabilities
inspired by the formalism of reinforcement learning [SB18].

Counterfactual explanations
Counterfactual explanations (CFEs) enable a user to gain insight into the decision-
making process of an algorithm by delivering an analysis of how the decisions of an
algorithm change as a function of the inputs [WMR17]. Let m : X → Y represent a
trained model which maps an input feature vector x ∈ X to a target variable y ∈ Y ,
which we initially assume to be binary. For example, x could reflect the credit history
and demographic information of an individual and y the decision on whether or not to
given this person a loan. Given an observed (i.e. factual) output yF := m(xF), we can
ask how to change the inputs to a counterfactual instance xCF := xF + δ in such a way
to ensure that the output change yCF := m(xCF) ̸= m(xF). For example, δ could reflect
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possible changes in the credit history of the individual and yCF a successful award of
the loan. The space of possible shifts δ of the input feature vector can be very large
in general. For example, should an individual attempt to double their credit rating?
Is this the cheapest or easiest change they can make? Additionally, some dimensions
of xF cannot change in xCF, e.g., a person cannot decrease their age. The theory of
counterfactual explanations resolves this ambiguity by specifying the minimal necessary
modification δCFE. This depends on the specification of a domain-specific cost function
C : X × X → R+ which measures the difficulty C(xCF, xF) of executing the input shift
δ = xCF −xF. For example, C could reflect the Euclidean distance C(x, x′) := ||x−x′||2
in the input feature space; although, this is unlikely to reflect the true underlying costs
in a real-world domain.

The optimal input shift δCFE may be identified as the solution to the following
optimization, which is referred to as CFE-based recourse [KSV21]:

δCFE := argmin
δ

C(xF + δ, xF ) s.t. m(xF + δ) ̸= m(xF ) . (1)

Note that it is often the case that there are feasibility and plausibility constraints placed
on δCFE to help reduce the optimization space and to ensure impossible feature shifts
(such as decreasing one’s age) are not returned. It is straightforward to generalize to the
case of non-binary or even multivariate targets y := m(x) ∈ Y by specifying a desired
output y∗ and optimizing according to

δCFE := argmin
δ

C(xF + δ, xF ) s.t. m(xF + δ) = y∗ . (2)

The counterfactual explanation problem is analogous to the adversarial attack prob-
lem in correlation-based machine learning [Xu+20]. Here, the objective is to identify
weaknesses in a trained model m by identifying minimal perturbations δ to an input
x which lead to egregious errors in classification. A common example, when using a
highly parameterized deep networks models in the computer vision domain, an image
x of a dog may be classified as such with high confidence; however adding noise, which
is imperceivable to a human, to the image x + δ may result in the network predicting
something of no conceptual relevance, such as an avocado [AM18]. In future research,
it may be fruitful to examine how adversarial attack algorithms may be adapted to the
problem of counterfactual explanations.

Distributional counterfactual explanations
A significant drawback of current theories of counterfactual explanations [WMR17;
KSV21] is that they fail to account for uncertainty in the model predictions. There
are at least three sources of uncertainty in practical use-cases:

1. The output of the model could be stochastically generated.

2. The training of the model could be stochastic (thus leading to different models
and model predictions).
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3. The model specification may be inherently uncertain due to a lack of epistemic
knowledge regarding the underlying generative process.

This uncertainty may be accounted for in characterizing the model output in a condi-
tional distribution pm(y|x). A natural measure of the discrepancy between probability
distributions is the KL-divergence [CT06], which can be used to extend the deterministic
counterfactual explanation technique (Eqn. 1) to the distributional case:

δ∗ = argmin
δ

C(xCF, xF) s.t. KL
[
pm

(
y|xCF

)
||pm

(
y|xF

)]
> ϵ

xCF = xF + δ (3)

where ϵ is a user-specified parameter that sets the threshold for the desired change in
conditional distributions engendered by the input shift δ. Similarly, this constrained
optimization problem may be specified using a Lagrange multiplier λ as

δ∗ = argmin
δ

{
C(xCF, xF) − λKL

[
pm

(
y|xCF

)
||pm

(
y|xF

)]}
xCF = xF + δ (4)

which results in the Gibbs-Boltzmann distribution

pm

(
y|xCF

)
∝ pm

(
y|xF

)
e−λ−1C(xCF,xF) . (5)

Alternatively, distributional counterfactual explanations may be specified in terms
of a user-specified risk-based decision criterion. Suppose the user wants to ensure that
the probability of the factual output yF given the counterfactual input xCF is less than
a threshold ϵ, i.e.,

pm(yF|xCF) < ϵ . (6)

This motivates the following optimization criterion for the optimal input shift δ∗:

δ∗ = argmin
δ

C(xCF, xF) s.t. pm(yF|xCF) < ϵ

xCF = xF + δ . (7)

This expresses the counterfactual explanation problem in terms of a shift away from the
factual outcome yF instead of towards a desired counterfactual yCF.

Algorithmic recourse
CFE-based recourse (Eqn. 2) is the change in the input to a model that will result in
a desired output. This change δ is optimized to minimize the cost in effecting such a
change. While a counterfactual explanation indicates to a user what is the desired state
of a system, it does not:
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1. specify how such a state may be achieved,

2. model the consequential interactions between features in a structural causal model
(SCM) of the system.

These deficiencies are addressed in algorithmic recourse, which seeks to optimize the
necessary actions or interventions in the system, while explicitly modeling the down-
stream effects of actions on the system features [KSV21]. Note that, in all the formula-
tions of CFE-based recourse, the optimization problem is phrased in the input feature
space X and does not consider causal interactions between features. As an extreme
example, consider the case that a feature x2 is deterministically related to a feature x1
via x2 = f(x1) and thus intervening on x1 (do(x1 = x∗

1)) enforces x2 = f(x∗
1) according

to the SCM of this system. CFE-based recourse, without access to this SCM, may be
required to explicitly optimize for the redundant feature x∗

2 = x2 + δ2.
While CFE-based recourse is typically optimized based on a data set of observations,

algorithmic recourse leverages an SCM of the system, and, can, therefore, account for
relationships between features as a function of any intervention(s). Indeed, let A be
the set of feasible actions, i.e., structural interventions, admitted by the SCM M and
assume that we are given a cost function C : A × X → R+ that determines the penalty
of any such intervention(s) as a function of the current state of the system. Then, the
recourse action a∗ ∈ A is the minimal intervention(s) that optimize(s)

a∗ = argmin
a∈A

C
(
a, xF

)
s.t. M

(
xSCF

)
= y∗ (8)

where xSCF is the structural counterfactual, which is the system state given that the
intervention(s) a had been applied. The structural counterfactual xSCF may be deter-
ministically computed by performing the Abduction-Action-Prediction steps as defined
by Pearl (e.g. see the review [Pea13]).

Our decisionOS platform supports algorithmic recourse within its decision optimiza-
tion framework. Get in touch with us to find out more.

Looking forward
The limitations of counterfactual explanations are particularly problematic in complex,
dynamic scenarios in which a failure to account for interactions between features may
lead to an accumulation of estimation errors and erroneous interventions over time. Re-
turning to the loan example, if one increases their salary, it is likely they will increase
their savings, assuming they keep a set percentage of wages saved each month. Counter-
factual explanations would completely miss this connection and thus recommend that
an individual should save more than they should.

In order to address this shortcoming, we point to the technical framework for study-
ing a complex sequences of actions in a dynamic environment formalized as a Markov

© causaLens, 2022

https://www.causalens.com/build-solutions/


decision process (MDP) [SB18]. We refer to the resulting objective as dynamic algorith-
mic recourse:

a∗ = argmin
at∈A

∞∑
t=1

γt [C (at, xt) + D(xt, x∗)]

s.t. xt+1 = sat

(
s−1 (xt)

)
(9)

where D(xt, x∗) is a penalty function and xt+1 is the structural counterfactual state at
time (t + 1) produced by a function of the previous state xt and the dynamic inter-
vention(s) at. This consideration of causal analysis within an MDP is shared with the
problem of dynamic treatment regimes to which reinforcement learning (RL) techniques
have already proven useful [ZB19]. We suggest that the use of MDP analysis strate-
gies (such as RL) within algorithmic recourse will broaden the range and complexity of
scenarios to which this methodology may be applied.

About causaLens
causaLens are the pioneers of Causal AI — a giant leap in machine intelligence. We build
Causal AI powered products that empower humans to make superior decisions. We are
creating a world in which humans can trust machines with the greatest challenges in the
economy, society, and healthcare.
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