
CLX-TR-002

Actual Causality and
Explainability

© causaLens, 2022



This paper is part of our tech reports series. For more papers in the series see causalens.com/research.
In our tech reports we share some of the most significant concepts in the causality literature and we
point our readers to the most important publicly accessible academic references. The topics are chosen
based on our frequent discussions with data science practitioners, and the reports are written primarily
for a technical audience. While much of our original research forms part of our proprietary technology
which we do not publicly disclose, these reports are part of our commitment to contribute to the wider
research community and share the benefits of Causal AI.

Introduction
There have been many attempts to define causality going back to Hume [Hum39], and
continuing to the present. Following Hume, most definitions are based on the concept
of counterfactual dependence between the cause and the effect. In other words, A is a
cause of B if, had A not happened, then B would not have happened. In their seminal
work, Halpern and Pearl demonstrated that this definition misses important cases of
clearly causal dependence and introduced the definition of actual causality based on
contingencies [HP05a]. Roughly speaking, a contingency is a change in the current
setting that modifies the values of some of the variables. In this context, the possible
contingencies are those that do not change the value of the outcome.

Both the counterfactual definition and the definition proposed by Halpern and Pearl
treat causality as an all-or-nothing concept. That is, A is either a cause of B or it is not
— there is no scope to measure the extent of causal influence. Chockler and Halpern
introduced the concept of responsibility, which is a quantitative measure of causality and
allows us to quantify the causal effect [CH04]. For example, suppose that Mr. B wins
an election against Mr. G by a vote of 11–0. Each of the people who voted for Mr. B is
a cause of him winning. However, their degree of responsibility should not be as great
as in the case when Mr. B wins 6–5.

This quantification paves the way to ranking causes, which is crucial in the applica-
tions of actual causality to the analysis of large systems, where we are typically only
interested in the most influential causes.

Halpern and Pearl also introduced the concept of explanations in the actual causality
framework. While computing the precise explanation is intractable, it is often sufficient
to compute an approximation. Such explanations are crucial for understanding the
causal models, debugging them, and using them in mission-critical applications, espe-
cially in the view of the regulations governing the use of AI systems, and in particular,
explanations, proposed recently by the European Union [Kah21]. The director of applied
data science at causaLens, Andre Franca, pointed out in his interview to Fortune maga-
zine [Kah21] that the EU is “asking the right questions and they are worried about the
right things” when it comes to regulation of the emerging technology, however it is still
unclear what exactly would be considered as a sufficient explanation and an “appropriate
human oversight”.
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Causal Models and Causality: A Review
In this section, we review the definition of causal models introduced by [HP05a]. The
material in this section is largely taken from [Hal16].

Causal models
We assume that the world is described in terms of variables and their values. Some
variables may have a causal influence on others. This influence is modeled by a set of
structural equations. It is conceptually useful to split the variables into two sets: the
exogenous variables, whose values are determined by factors outside the model, and
the endogenous variables, whose values are ultimately determined by the exogenous
variables.

For example, in a voting scenario, we could have endogenous variables that describe
what the voters actually do (i.e., which candidate they vote for), exogenous variables
that describe the factors that determine how the voters vote, and a variable describing
the outcome (who wins).

Formally, a causal model M is a pair (S,F), where S is a signature, which explicitly
lists the endogenous and exogenous variables and characterizes their possible values, and
F defines a set of (modifiable) structural equations, relating the values of the variables.
A signature S is a tuple (U ,V ,R), where U is a set of exogenous variables, V is a set
of endogenous variables, and R associates with every variable Y ∈ U ∪ V a nonempty
set R(Y ) of possible values for Y (that is, the set of values over which Y ranges). For
simplicity, we assume here that V is finite, as is R(Y ) for every endogenous variable
Y ∈ V . F associates with each endogenous variable X ∈ V a function denoted FX

(i.e., FX = F(X)) such that FX : (×U∈UR(U)) × (×Y ∈V−{X}R(Y )) → R(X). This
mathematical notation just makes precise the fact that FX determines the value of X,
given the values of all the other variables in U ∪ V .

If there is one exogenous variable U and three endogenous variables, X, Y , and Z,
then FX defines the values of X in terms of the values of Y , Z, and U . For example, we
might have FX(u, y, z) = u + y, which is usually written as X = U + Y . Thus, if Y = 3
and U = 2, then X = 5, regardless of how Z is set.1 The structural equations describe
how the values of endogenous variables are determined (majority rules; a candidate wins
if A and at least two of B, C, D, and E vote for him; etc.). That is, FX describes how
the value of the endogenous variable X is determined by the values of all other variables
in U ∪ V . If R(Y ) contains only two values for each Y ∈ U ∪ V , then we say that M is
a binary causal model.

1The fact that X is assigned U + Y (i.e., the value of X is the sum of the values of U and Y )
does not imply that Y is assigned X − U , that is, FY (U, X, Z) = X − U does not necessarily hold.
The assignment describes the effect of interventions. While intervening on Y or U might affect X,
intervening on X might not affect Y . Indeed, if X causally depends on U and Y , then Y does not in
general depend on X.
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We can describe (some salient features of) a causal model M using a causal network.
This is a graph with nodes corresponding to the random variables in V and an edge
from a node labeled X to one labeled Y if FY depends on the value of X. Intuitively,
variables can have a causal effect only on their descendants in the causal network; if Y
is not a descendant of X, then a change in the value of X has no effect on the value
of Y . For ease of exposition, we restrict attention to what are called recursive models.
These are ones whose associated causal network is a directed acyclic graph. Actually,
it suffices for our purposes that, for each setting u⃗ for the variables in U , there is no
cycle among the edges of the causal network. We call a setting u⃗ for the variables in U
a context. It should be clear that if M is a recursive causal model, then there is always
a unique solution to the equations in M , given a context.

The equations determined by {FX : X ∈ V} can be thought of as representing
processes (or mechanisms) by which values are assigned to variables. In the example
above, with FX(Y, Z, U) = Y + U , if Y = 3 and U = 2, then X = 5, regardless of how Z
is set. This equation also gives counterfactual information. It says that, in the context
U = 4, if Y were 4, then X would be 8, regardless of what value X and Z actually take
in the real world. That is, if U = 4 and the value of Y were forced to be 4 (regardless of
its actual value), then the value of X would be 8. In recursive models, we can determine
these values by starting at the top of the graph and working our way down.

A common and somewhat justified criticism of causal models is that one needs to
already know a large part of the answer to construct a model. Neither the variables, nor
the equations are obvious, and both require an in-depth understanding of the problem,
as well as the way actual causality works.

Given a causal model M = (S,F), a (possibly empty) vector X⃗ of variables in V ,
and vectors x⃗ and u⃗ of values for the variables in X⃗ and U , respectively, we can define a
new causal model denoted MX⃗←x⃗ over the signature SX⃗ = (U ,V − X⃗,R|V−X⃗). Formally,
MX⃗←x⃗ = (SX⃗ ,F X⃗←x⃗), where F X⃗←x⃗

Y is obtained from FY by setting the values of the
variables in X⃗ to x⃗. Intuitively, this is the causal model that results when the variables
in X⃗ are set to x⃗ by some external action that affects only the variables in X⃗; we do not
model the action or its causes explicitly.

Given a signature S = (U ,V ,R), a formula of the form X = x, for X ∈ V and
x ∈ R(X), is called a primitive event. A basic causal formula has the form [Y1 ←
y1, . . . , Yk ← yk]φ, where

• φ is a Boolean combination of primitive events;

• Y1, . . . , Yk are distinct variables in V ; and

• yi ∈ R(Yi).

Such a formula is abbreviated as [Y⃗ ← y⃗]φ. The special case where k = 0 is abbreviated
as φ. Intuitively, [Y1 ← y1, . . . , Yk ← yk]φ says that φ holds in the counterfactual world
that would arise if Yi is set to yi, i = 1, . . . , k. A causal formula is a Boolean combination
of basic causal formulas.
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A causal formula φ is true or false in a causal model, given a context. We write
(M, u⃗) |= φ if φ is true in causal model M given context u⃗. (M, u⃗) |= [Y⃗ ← y⃗](X = x)
if the variable X has value x in the unique (since we are dealing with recursive models)
solution to the equations in MY⃗←y⃗ in context u⃗ (that is, the unique vector of values for
the exogenous variables that simultaneously satisfies all equations F Y⃗←y⃗

Z , Z ∈ V − Y⃗ ,
with the variables in U set to u⃗). The generalisation to arbitrary causal formulas is
straightforward.

Cause
We start with the definition of cause from [HP05a].2

Definition 1. Cause We say that X⃗ = x⃗ is a cause of φ in (M, u⃗) if the following
three conditions hold:

AC1. (M, u⃗) |= (X⃗ = x⃗) ∧ φ.

AC2. There exist a partition (Z⃗, W⃗ ) of V with X⃗ ⊆ Z⃗ and some setting (x⃗′, w⃗′) of the
variables in (X⃗, W⃗ ) such that if (M, u⃗) |= Z = z∗ for Z ∈ Z⃗, then

(a) (M, u⃗) |= [X⃗ ← x⃗′, W⃗ ← w⃗′]¬φ. That is, changing (X⃗, W⃗ ) from (x⃗, w⃗) to
(x⃗′, w⃗′) changes φ from true to false.

(b) (M, u⃗) |= [X⃗ ← x⃗, W⃗ ′ ← w⃗′′, Z⃗ ′ ← z⃗∗]φ for all subsets Z⃗ ′ of Z⃗ − X⃗ and all
subsets W⃗ ′ of W⃗ , where w⃗′′ is the setting w⃗′′ projected on the variables in W⃗ ′.
That is, setting any subset of W⃗ to the values w⃗′′ should have no effect on φ
as long as X⃗ has the value x⃗, even if all the variables in an arbitrary subset
of Z⃗ are set to their original values in the context u⃗.

AC3. (X⃗ = x⃗) is minimal, that is, no subset of X⃗ satisfies AC2.

AC1 just says that A cannot be a cause of B unless both A and B are true, while
AC3 is a minimality condition. The core of this definition lies in AC2. The requirement
for any subset of W⃗ not to have an effect on φ as long as X⃗ has the value x⃗ has the
effect of ensuring that there are no subsets of W⃗ whose effect on φ cancels each other.
The variables in Z⃗ should be thought of as describing the “active causal process” from
X to φ. These are the variables that mediate between X and φ. AC2(a) is reminiscent
of the traditional counterfactual criterion, according to which X = x is a cause of φ if
changing the value of X results in φ being false. However, AC2(a) is more permissive
than the traditional criterion; it allows the dependence of φ on X to be tested under
special structural contingencies, in which the variables W⃗ are held constant at some
setting w⃗′. AC2(b) is an attempt to counteract the “permissiveness” of AC2(a) with

2Halpern has recently updated the definition of an actual cause [Hal15; Hal16] to stand for sets of
elements that are sufficient to cause a change in the effect if the other elements are clamped to their
original values. However, we find the previous definition more useful for practical applications.
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regard to structural contingencies. Essentially, it ensures that X alone suffices to bring
about the change from φ to ¬φ; setting W⃗ to w⃗′ merely eliminates spurious side effects
that tend to mask the action of X.

Responsibility
The definition of responsibility in causal models was introduced in [CH04] and it provides
a quantification of causality, allowing us to measure the extent of causal influence of a
cause on the outcome.

Definition 2. Degree of Responsibility The degree of responsibility of X = x
for φ in (M, u⃗), denoted dr((M, u⃗), (X = x), φ), is 0 if X = x is not a cause of φ in
(M, u⃗); it is 1/(k + 1) if X = x is a cause of φ in (M, u⃗) and there exists a partition
(Z⃗, W⃗ ) and setting (x′, w⃗′) for which AC2 holds such that (a) k variables in W⃗ have
different values in w⃗′ than they do in the context u⃗ and (b) there is no partition (Z⃗ ′, W⃗ ′)
and setting (x′′, w⃗′′) satisfying AC2 such that only k′ < k variables have different values
in w⃗′′ than they do the context u⃗.

Intuitively, dr((M, u⃗), (X = x), φ) measures the minimal number of changes that
have to be made in u⃗ in order to make φ counterfactually depend on X. If no partition
of V to (Z⃗, W⃗ ) makes φ counterfactually depend on (X = x), then the minimal number
of changes in u⃗ in Definition 2 is taken to have cardinality ∞, and thus the degree of
responsibility of X = x is 0. If φ counterfactually depends on X = x, that is, changing
the value of X alone falsifies φ in (M, u⃗), then the degree of responsibility of X = x in
φ is 1. In other cases the degree of responsibility is strictly between 0 and 1. Note that
X = x is a cause of φ iff the degree of responsibility of X = x for φ is greater than 0.

Example 1. Consider the voting example from the introduction. Suppose there
are 11 voters. Voter i is represented by a variable Xi, i ∈ {1, . . . , 11}; the outcome is
represented by the variable O, which is 1 if Mr. B wins and 0 if Mr. G wins. In the
context where Mr. B wins 11–0, it is easy to check that each voter is a cause of the
victory (that is, Xi = 1 is a cause of O = 1, for i = 1, . . . , 11). However, the degree of
responsibility of Xi = 1 for is O = 1 is just 1/6, since at least five other voters must
change their votes before changing Xi to 0 results in O = 0. But now consider the
context where Mr. B wins 6–5. Again, each voter who votes for Mr. B is a cause of him
winning. However, now each of these voters have degree of responsibility 1. That is, if
Xi = 1, changing Xi to 0 is already enough to make O = 0; no other variables need to
change.

Explanations
An explanation of an output of an automated procedure is essential in many areas,
including verification, planning, diagnosis and the like. A good explanation can increase
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a user’s confidence in the result. Explanations are also useful for determining whether
there is a fault in the automated procedure: if the explanation does not make sense,
it may indicate that the procedure is faulty. It is less clear how to define what a good
explanation is. There have been a number of definitions of explanations over the years
in various domains of computer science [CH97; Gär88; Pea88], philosophy [Hem65] and
statistics [Sal89]. The recent increase in the number of machine learning applications
and the advances in deep learning led to the need for explainable AI, which is advocated,
among others, by DARPA [Gun17] to promote understanding, trust, and adoption of
future autonomous systems based on learning algorithms (and, in particular, image
classification DNNs). DARPA provides a list of questions that a good explanation
should answer and an epistemic state of the user after receiving a good explanation.
The description of this epistemic state boils down to adding useful information about
the output of the algorithm and increasing trust of the user in the algorithm.

Halpern and Pearl presented a definition of explanations in the actual causality
framework [HP05b]. The exact computation of explanations based on their definition is
unfortunately intractable, which is not surprising given that the exact computation of ac-
tual causality is intractable as well. As explanations are expected to become an integral
part of any causal engine, we suggest to substitute the exact computation by an ap-
proximate one, which fits DARPA’s roadmap and the upcoming EU regulations [Kah21].
In [Sun+20], we suggested the following characteristics of a good explanation: (1) an
explanation is a sufficient cause of the outcome; (2) an explanation is a minimal cause
(this to ensure that explanations do not contain irrelevant elements; some degree of
redundancy, however, might be desirable, based on the informal findings of the Causal
Cognition Lab at UCL); and (3) an explanation is not obvious, that is, the user could
imagine a number of possible explanations for the outcome.

About causaLens
causaLens are the pioneers of Causal AI — a giant leap in machine intelligence. We build
Causal AI powered products that empower humans to make superior decisions. We are
creating a world in which humans can trust machines with the greatest challenges in the
economy, society, and healthcare.
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