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This paper is part of our tech reports series. For more papers in the series see causalens.com/research.
In our tech reports we share some of the most significant concepts in the causality literature and we
point our readers to the most important publicly accessible academic references. The topics are chosen
based on our frequent discussions with data science practitioners, and the reports are written primarily
for a technical audience. While much of our original research forms part of our proprietary technology
which we do not publicly disclose, these reports are part of our commitment to contribute to the wider
research community and share the benefits of Causal AI.

Introduction
Recent breakthroughs in science and technology mean that AI systems can now au-
tonomously discover causes and effects using “causal discovery algorithms”. One key
type of causal discovery algorithm, score-based algorithms, treat causal discovery as an
optimization problem by directly searching over the space of possible graphs to find
those that best explain the observable data. This report sets out the mathematics of
score-based causal discovery and outlines recent developments in the topic, including
the use of deep learning systems to facilitate the discovery process.

Technical context
Causal discovery refers to the identification of an approximate structural representation
of the generative causal mechanisms underlying observational data [PJS17]. Score-based
causal discovery is one family of such methods which requires three ingredients. First, a
class of causal models, which sufficiently capture the structure of the true model, must
be specified. For example, a common assumption in linear structural equation models
(SEMs) is that the relationship between variables are reflected in linear functions. That
is, the value of the j-th node as Xj ∼ wj · x + ϵj where wj is a weight vector1, x is a vec-
tor reflecting the current values of the variables in the model, and ϵj is a noisy random
scalar typically assumed to be Gaussian-distributed [Ebe17]. A parsimonious summary
of this linear causal structure is given by a directed acyclic graph (DAG) [KF09]. A
DAG is composed of nodes reflecting the variables of interest while the weights associ-
ated with the edges between nodes parametrize the linear causal relationship between
variables. This information is encapsulated in a matrix W whereby an entry Wij reflects
the dependence Xi → Xj and the j-th column vector wj specifies the linear structural
equation for variable Xj. Note that the diagonal of W must be zero. The second ingre-
dient is a score function S(W ; D) which measures the degree to which a specific DAG
with matrix W is successful in accounting for the observed data D (each row corresponds
to an observation of the values of the model variables). A typical example of the score
function is a least-squares Frobenius error function S(W ; D) = −||D − DW ||2F . The

1It is assumed that the j-th component of this vector is zero, [wj ]j = 0, so that the j-th variable
can not be a parent of itself; i.e., Xj ↛ Xj .
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final ingredient of score-based causal discovery is a computational process by which the
causal model within this class providing the best explanatory power (as measured by
S(W ; D)) may be identified:

W ∗ = arg max
W

S(W ; D) . (1)

A recent trend in causal discovery leverages a technical innovation in order to apply
optimization routines to score-based causal discovery. We introduce the fundamentals
of continuous optimization in causal discovery, highlight a geometric interpretation of
this technique, and briefly summarize several applications taking this approach.

Technical details
In contrast to so-called constraint-based approaches to causal discovery, whereby DAGs
are iteratively evaluated as to how well they fit the data, the continuous optimization
method leverage gradients of a causal discovery objective with respect to a parametriza-
tion of a DAG matrix. This trades a NP-hard combinatorial search problem with the
computational complexity of computing high-dimensional gradients in a constrained
optimization problem. The key insight is to express the matrix algebraic constraint
necessary to ensure that W represents an acyclic graph [Zhe+18]:

h(W ) = tr
(
eW ⊙W

)
− d = 0 (2)

where d is the dimensionality of the matrix (corresponding to the number of nodes) and
⊙ is the Hadamard product (i.e., element-wise multiplication). The equation h(W ) = 0
defines a submanifold of DAGs in the space of all possible matrices. Therefore, the
desired DAG is that which minimizes S(W ; D) within the submanifold h(W ) = 0. The
implication of the constraint Eqn. 2 is found in the power series expansion of the matrix
exponential

eM =
∞∑

n=0

Mn

n!
(3)

Since the trace operator is linear, we have

Tr
(
eW ⊙W

)
= Tr (I) + Tr (W ⊙ W ) + 1

2
Tr (W ⊙ W )2 + · · · (4)

Notice that Tr (W ⊙ W )2 = ∑
i,j W 2

ijW
2
ji and is zero if and only if 2-cycles do not

exist; i.e., no sequences between nodes of the form Xi → Xj → Xi. Similarly, if
Tr (W ⊙ W )k = 0 then k-cycles are not present in the corresponding graph. For a ma-
trix W with no cycles of any order, we therefore have Tr

(
eW ⊙W

)
= Tr (I) = d and

h(W ) = 0 ensures that the matrix W corresponds to a DAG as desired. Importantly,
this expression is differentiable. This motivates the analysis of the constrained optimiza-
tion problem where we combine the objective (Eqn. 1) and the constraint (Eqn. 2) into
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a single matrix equation

f(W ; D) = −S(W ; D) + h(W )
W ∗ = arg min

W
f(W ; D) . (5)

Although, the original formulation of this approach [Zhe+18] focused on linear struc-
tural models, this constraint has been subsequently generalized to nonparametric mod-
els where the linear relationship Xj ∼ wj · x + ϵj is replaced by an arbitrary func-
tion Xj ∼ fj(x) [Zhe+20]. The key technical innovation is to measure the depen-
dence between nodes Xi and Xj, not by a linear weighting Wij, but by a measure
of the magnitude of the partial derivative ∂ifj of the function fj with respect to xi.
Specifically, the relevant dependency structure between nodes, which must be con-
strained in the optimization-based approach, is encapsulated by the matrix with entries
[W (f)]ij := ||∂ifj||2 where || · ||2 is the standard L2-norm and we restrict to square-
integrable functions f . Geometrically, this matrix W (f) = Jf is the Jacobian of the
nodal endomorphism f : Rd → Rd (i.e. a mapping from the space of node variable
values to itself). Analytically, the nonparametric theory [Zhe+20] may be seen as an
adaptation of the linear approach [Zhe+18] to functions with square-integrable deriva-
tives via a multivariate Taylor expansion f(x) = f(0) + Jf · x + o(x). That is, the
magnitudes of the Jacobian matrix components represent the strength of the dependen-
cies between variables to first order in the nonparametric case and reduces to the linear
theory in the case of linear structural equations up to a scaling factor corresponding to
the volume of the input space which is integrated over.

This theory enables a wide class of optimization techniques to be applied to the
problem of causal discovery [PB14]. However there are drawbacks. First, this objective
(Eqn. 5) is non-convex and therefore global optimality cannot be guaranteed in general.
Second, this continuous-optimization scheme applies to observational data only. Third,
in practice the estimated DAG may differ depending on how the data is scaled [KS21],
e.g., during preprocessing. Despite these issues, the fundamental insight of expressing
causal discovery as the optimization of a differentiable function has led to numerous
variations which overcome some of these drawbacks and extend the general formalism.

Related developments
The establishment of a link between causal discovery and optimization has generated
significant interest and opened several avenues for further research. For example, analo-
gous constraint equations as those for DAGs (Eqn. 2) have been developed for alternative
graph classes which relate to different causal structures in the underlying generative pro-
cess [Bha+21]. Another study addressed the presence of unobserved influences in the
system of interest which poses a fundamental challenge for causal analysis [Pea09]. The
presence of latent confounders imply that the data acquired from the set of observed
variables is not sufficient to infer the underlying causal structure. In order to address
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this, a continuous optimization approach to performing a backdoor adjustment targeted
at a particular causal relationship has been developed [Gul+20].

An immediate consequence of the differentiable nature of the causal discovery ob-
jective Eqn. 5 is that neural networks may be deployed in order to model arbitrary
structural relationships between nodes [Yu+19; Lac+20]. Specifically, Ref. [Lac+20]
assigns a deep neural network to compute a vector θj for each node which parametrizes
a probabilistic model p(xj|x, θj). In this case, the score function S(θ; D) = log p(D|θ) is
the log-likelihood of the data. Since this function and the constraint functions required
to ensure that the neural networks parametrize a DAG are differentiable, backpropa-
gation may be used to train the networks. Beyond flexible structural models, another
recent application of deep neural networks to the differentiable causal discovery problem
describes how interventional data may be integrated [Bro+20]. These approaches may
be seen as a causal instantiation of a broader trend in deep learning whereby graphs
with edge functions parametrized by deep networks are used to bridge the gap between
symbolic and distributed representations, a long-standing challenge in AI [Bat+18].

About causaLens
causaLens are the pioneers of Causal AI — a giant leap in machine intelligence. We build
Causal AI powered products that empower humans to make superior decisions. We are
creating a world in which humans can trust machines with the greatest challenges in the
economy, society, and healthcare.
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